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1 Background and Context

This project has been concerned with the theory and practice of SAT solving.
Its scope has widened considerably from the initial vision, due to new theoretical
insights and the detailed practical experience gained by developing a generative
library (with its strong needs for generic tools). Thus it seems appropriate to
me to situate the project in a wider context and to show larger parts of the
landscape.

The history of SAT (algorithms) could be divided (roughly) into 6 periods:

1. Beginning in the late 19th century, mechanical engines for finding all so-
lutions to a boolean equation were built, but apparently these machines
had no real practical use.

2. Starting in the thirties of the 20th century, circuit design and minimisation
was the core focus.
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3. In the fifties then algorithms for predicate logic with special consideration
of the propositional part appeared.

4. After this “prehistory”, “modern SAT” started with the NP-completeness
of SAT in the seventieth, with a shift in focus now on proving lower bounds.

5. The eighties and nineties have seen an explosion in interest in random
problems and and their solution via local search methods.

6. The basic algorithm for SAT, the backtracking algorithm, finally has been
strengthened, beginning in the nineties, by the incorporation of inference
and learning (somewhat similar to earlier developments in the field of con-
straint satisfaction problems, but from a different point of view); especially
large industrial applications enjoyed a boost since the beginning of this
century.

So, applied SAT solving has seen a strong development, typically in the
area of formal methods where a SAT solver is used as an underlying “engine”;
however other applications, for example in computational biology, now become
also more common. It can be said, that SAT solving definitely has changed the
landscape of these application areas (some speak of “revolutions”). Now the
momentum of the sixth period is running out — there is still some progress in
implementation details and especially regarding the integration of SAT solving
into complex applications, but progress regarding the core algorithms is stalled.
The work discussed here is to prepare the seventh period, developing new fun-
damental methods for SAT solving, based on theoretical advances integrating
SAT tightly with combinatorics (especially graph and hypergraph theory) and
(certain parts of) algebra, mathematical analysis and probability theory, and
supported by a general and generative (open source) research and programming
environment, strong enough to integrate many divers works of theoreticians and
practitioners over the next 10-20 years.

What seems to me most characteristic for the current state of affairs are
several dividing lines dominating the landscape, between areas which seem close,
but yet withstood all attempts for unification:

1. Research on “intelligent”, complex algorithms, either considering poly-
nomial-time algorithms for special classes, or deriving improved upper
bounds, yet had no direct influence on practical SAT solving.1)

2. SAT and CSP attack similar problems from very different angles:

(a) CSP concentrates on methods for (abstract) problem formulations
and on exploiting special structures through incorporation of spe-
cialised (local) inference algorithms.

(b) SAT exploits the concrete representation of the problem, and focuses
on global algorithms based on statistical sensing of problem struc-
ture (global algorithms are enabled by the uniform representation,

1)Though the original OKsolver, which was successful at the SAT competition in 2002, is
based on theoretical considerations from upper bounds, and influenced the march solver family.
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while modularisation as in CSP hinders “global thinking”, since the
modules show different complex behaviours).

3. SAT algorithms are split into three areas without much overlap:

(a) On satisfiable random instances, local search algorithms (including
their relatives coming from statistical physics) dominate, since here
the underlying structures regarding inference are rather weak, while
these solvers by their nature avoid the hard unsatisfiable sub-instan-
ces (otherwise obtained by splitting the problem), and the attracting
forces of satisfying assignments are strong enough.

(b) On unsatisfiable random instances and many combinatorial instances,
look-ahead algorithms dominate, relying on their fine-tuned inference
schemes and focus on the worst-case (not hoping for good luck, but
performing hard work to weaken the exponential behaviour).

(c) Finally, on large instances from applications like circuit design, conflict-
driven solver dominate due to their aggressive search for weak spots
in the problem.

The progress achieved with this project on the conceptual level may be sum-
marised as providing the means for overcoming these separations:

1. A basic new theory, combining combinatorics and satisfiability, has been
created through the theory of autarky systems. This theory seeks to gen-
eralise and combine the non-trivial insights into the problem structure
of NP-complete (and harder) problems gained in combinatorics and in
satisfiability-related areas, considering (orthogonal to the fields close to
(hyper)tree decompositions) different combinatorial structures related to
partial assignments.

2. Via a generalised “topological” framework SAT and CSP are combined
into a single framework of generalised satisfiability problems, where par-
tial assignments are of fundamental importance (different from CSP), and
where SAT algorithms serve as the basis of abstract data types, while CSP
algorithms add local intelligence.2)

3. The combination of the three disjoint SAT-solver paradigms (3a, 3b, 3c
above) now shall happen by exploiting the duality of autarky and reso-
lution, establishing in a generalised sense a “primal-dual” scheme, where
clause learning and resolution establish a “dual point of view” to the pri-
mal partial-assignments, inference and autarky-based approach.

SAT research has gained much from its practical side, and I regard unity
of theory and practice as essential. The development lines outlined above do
not need just a single library (as flexible and generic as it might be), but an
integrated research environment (IRE), where abstract mathematical ideas can

2)These ideas are under active development, and are discussed in the plans for the OKlibrary
(which come with the library).
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be combined with heuristical ideas on implementations: Such an environment
must give support for diverse programming activities of many individuals over
the next 10-20 years — and this is what has emerged as the OKlibrary, for
which the foundations have been provided with this project.

2 Key Advances

The original grant proposal focused solely on the development of the OKlibrary
as a library of components for SAT solvers, complemented by the OKdatabase as
a basis for experimentation. These plans had to be broadened by the emergence
of what seems to me the horizon of a new mathematical theory of satisfiability,
which is (partially) sketched in Subsection 2.1. Achievements concerning the
OKlibrary are summarised in Subsection 2.2: As discussed earlier, to bring this
theory to practice asks for much stronger support by the OKlibrary than just
the delivery of software components for a specific range of algorithms — instead
an open horizon of mathematical concepts has to be envisaged, which shall be
brought together with the ocean of practical/intuitive experimentations with
solvers and heuristics. So this project did not serve a final product in the end,
but established the foundation of the much larger enterprise the OKlibrary has
become.

2.1 Theory of satisfiability

2.1.1 The combinatorics of conflicts

One line of research are investigations into the combinatorics of conflicts of
clause-sets, and the relation to the theory of graph partitioning (via bicliques
and generalisations) and applications of linear algebra:

1. In [3] the links to linear algebra and hypergraph theory (the hypergraph
transversal problem) are further strengthened, and non-trivial new classes
of problems with polynomial time SAT decision are introduced. The PhD
student Matthew Lewsey started in October 2006, working on the open
problems from [3].

The hermitian rank h(F ) and the related hermitian deficiency δh(F ) have
been introduced for SAT solving in [15] (where δh(F ) is the Witt index of
the orthogonal geometry given by the (symmetric) conflict matrix, while
h(F ) = n(F ) − δh(F )). Due to h(F ) ≤ n(F ), where n(F ) denotes the
number of variables, it is natural to ask whether in h(F ) we can have
polynomial-time or even fixed-parameter-tractable SAT solving, and in [3]
the simplest non-trivial case h(F ) ≤ 1 was solved, which turned out to be
closely related to the class of clause-sets with bipartite conflict multigraph,
where actually the conflict multigraph is a complete bipartite graph. If we
have a complete bipartite multigraph, then the SAT problem is essentially
the same as the hypergraph transversal problem, while the problem without
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parallel edges is essentially the same as the exact hypergraph transversal
problem, which has a non-trivial polynomial-time solution.

2. The manuscript [24] (currently 88 pages; continuing [14]) will furnish a
sound basis for further research in this area.

3. Whether the hypergraph transversal problem can be solved in polynomial
time is a long-standing open question. The natural embedding of this
problem into the (boolean) satisfiability problem opens the possibility of
attacks at this problem by looking at it from different angles (not apparent
in the original, narrower formulation). Bihitting clause-sets correspond to
hypergraph-transversal pairs, and the perspective of asking whether mul-
tihitting clause-sets might have a polynomial-time solvable satisfiability
problem has been discussed in [16]. This perspective is attractive, since
on the one end of the spectrum we have bihitting clause-sets, where we
can partition the set of clauses into two subsets such that no clashes occur
within the classes and such that two clauses from different classes always
clash, while the other end of the spectrum is given by clause-sets which
can be partitioned into singleton sets (where now every clause clashes with
every other clauses) — such clause-sets are known as hitting clause-sets,
and via counting here we have poly-time satisfiability decision.3)

4. Motivated by this line of thought, some basic problems of conflict-combi-
natorics for non-boolean clause-sets are solved in [4, 5], generalising some
of the results from [15] and using the framework established in [25].

2.1.2 Hypergraphs: decompositions and colourings

Several links to hypergraph theory have been investigated:

1. In the well-known field of hypergraph decompositions (related to the notion
of tree width and generalisations), in [6] first approaches are to be found
for making graph decompositions sensitive to the boolean structure of
SAT problems (yet only the variable interactions are taken into account;
the basis for these considerations is an unpublished theorem from my
Diplomarbeit [8]). In [23] this approach has been taken further.

2. As discussed above, the hypergraph transversal problem has been consid-
ered in [3].

3. Applications to hypergraph colouring have been considered in [20]. A stan-
dard application of autarky theory is to show that the deficiency (the dif-
ference of the number of clauses and the number of variables) of minimally
unsatisfiable clause-sets is at least one, and now here it is demonstrated

3)Actually, the side of bihitting clause-sets can be extended to “monohitting clause-sets”,
where no clash occurs, and such a clause-set is unsatisfiable iff it contains the empty clause; so
in this sense the hypergraph transversal problem is situated between two poly-time solvable
problems, and the quest is to characterise the complexities within this range.
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that well-known hypergraph inequalities involving the deficiency of hy-
pergraphs (the difference of the number of hyperedges and the number of
vertices) like Seymour’s inequality and Fisher’s inequality can be obtained
as special cases by using other autarky system (than matching autarkies
as for clause-sets; here we are using linear autarkies).

4. In [29] a new chapter on autarky theory has been opened by incorporating
the ground-breaking results of Seymour et al from [34, 33].

It is well-known that the problems, whether the (#P-complete) calculation
of the permanent can be reduced to the computation of the determinant,
whether a directed graph contains an even cycle, whether all matrices of
the same sign-pattern as a given square matrix are invertible, or whether
a square hypergraph is minimally non-2-colourable, are all different sides
of the same coin; a long-standing open question was whether any of these
problems (thus all) can be solved in polynomial time, which was finally
shown in [34, 33]. Now [29] captures these phenomena by autarky theory,
showing that by a special autarky system we can understand and actually
strengthen these results. In this way also a (highly non-trivial) new class
of poly-time solvable SAT problems arises, and the fundamental question
now is whether it gives rise to a hierarchy as in [2].

2.1.3 The general theory of autarky systems

Basically all the above developments make use of the theory of autarkies and
autarky systems. The general theory of autarkies (generalising also minimally
unsatisfiability) has been further advanced in the following works:

1. In [32] we find applications of autarkies to the practically relevant problem
of finding cores.

For many applications of SAT, where unsatisfiability means an inconsis-
tency which should not be there, the “reasons” for this inconsistency need
to be known (so that the problem can be rectified). Such “reasons” can
be associated with minimally unsatisfiable sub-clause-sets; in this paper
a basic classification scheme for minimally unsatisfiable sub-clause-sets is
given, which is combined with the lean kernel (the largest autarky-free
part), providing exactly all clauses which somehow can contribute to an
explanation of the inconsistency.

2. [25] expands the framework to non-boolean problems, while maintaining
the strong combinatorial properties of clause-sets; the journal version will
be foundational for the theory of autarky systems (and minimal unsatis-
fiability) for clause-sets with non-boolean variables.

3. Resulting from the visit in Kentucky, a joint article with Victor W. Marek
and Miros law Truszczyński is in preparation, which especially explores
the (new) interactions with logic programming on the application side
and with the representation of semigroups on the theoretical side.
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4. The study of balanced autarkies and of generalised notions of minimal
unsatisfiability has been advanced (dramatically) in [29], as mentioned
above.

5. The report [27] (currently 50 pages) will be finished by the end of 2007,
establishing the general algebraic theory of autarky systems (in the “al-
gebraic” or “axiomatic” sense of [17]).

2.1.4 Investigations into random problems

The main bulk of work on random structures, as outlined in the original grant
proposal, has been postponed until the (new) OKlibrary has been set up prop-
erly, but the following results have been obtained:

1. The SAT 2005 solver competition on random formulas was supervised
by myself and is surveyed in [22], while also presenting the up-to-date
experimental results.

2. The completely updated report [28] (currently 127 pages) shall also be
made available close to the end of this year. A detailed study of the (old)
OKsolver shall be extracted ([31]).

3. A publication on the threshold for random 3-SAT is planned.

2.1.5 Generalised satisfiability problems

The theory of generalised satisfiability problems has been initiated:

1. A very general topological theory of satisfiability (which is also the con-
ceptual basis for the OKlibrary) has been outlined in [19].

2. [25] presents the first stage of the investigations into generalised SAT prob-
lems (generalised clause-sets as “no-goods”).

One goal of these investigations is the exploration of “SAT as an abstract data
type”, the extraction of what exactly are the essential ingredience of “SAT
solvers” and “SAT problems”. I have not yet published my understanding of
“generalised satisfiability problems” in this sense, however its influence can be
seen in the underlying concepts of the OKlibrary.

2.1.6 SAT algorithms and heuristics

Also further progress on SAT algorithms has been achieved:

1. In an invited paper ([7]) for the Dagstuhl 2006 workshop on the “Com-
plexity of Constraints”, based on my invited talk on SAT algorithms, the
three main paradigms for SAT algorithms are discussed.
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2. Based on my theory of heuristics as started in [12, 10] (see [26]), the chap-
ter [30] “Fundaments of Branching Heuristics” in the upcoming Handbook
of Satisfiability serves as a foundation for a general theory of branching
heuristics.

3. Another chapter on autarkies and minimal unsatisfiability in the Hand-
book will summarise the general theory of autarkies.

2.2 The OKlibrary

A first prototype of the OKlibrary has been made available the beginning of
September 2007 (http://www.ok-sat-library.org). A first talk on the OKlibrary
was given at the main C++ conference, the ACCU conference 2006 in Oxford
(April), an invited 1 1/2 hour talk “Developing a generative library for hard
problems” on the generic “higher-order unit test system” developed as part of
the “holistic” framework.

On the abstract side, the concept of a holistic library is the central innovation
(within this context): The OKlibrary is a “world in itself” where all activities
concerning the library happen inside the library, it can be reproduced and
varied indefinitely, and every “clone” can show, localised and on its own, the
full spectrum of possible behaviours. Especially all aspects of documentation,
planning and discussion are integrated.

2.2.1 The design of the build system

Essential part of modern programming practice is continuous testing; to be
effective, a system is needed which automatically detects all aspects of necessary
re-compilations and re-running of tests (from the level of unit tests to the level
of application tests). There exist several “unit testing frameworks”, but they
all are too weak for the needs of a truly holistic library, where the tests are part
of the services delivered by the library, and can be applied to newly developed
components as well (which makes them “generic”; once the test systems becomes
more complex we need also the ability to test the tests, and we arrive at the
notion of a “higher order unit test” system, another innovation introduced by
the OKlibrary). The management of compiling and running tests is one of the
many responsibilities of the build system developed for the OKlibrary:

• Compilation of applications, (higher order) unit tests and applications
tests.

• Execution of higher order unit tests and application tests, and making
their results available.

• Enabling the expression of dependencies at various levels, including the
global level, making the build system aware of all existing dependencies.4)

4)So for example if some application depends on an external library, this external library
will be built if necessary; another example would be that for the documentation of some solver
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• Similar to the higher order unit test system, a system for complexity
measurement.5)

• A configuration system for every aspect of the system.

• A documentation system at different levels:

1. Top-level local and Internet index systems.

2. Automatically extracted code annotations.

3. Documentation pages for main aspects of modules and sub-modules.

4. Demonstrations of applications.

5. Access to the documentation for the external sources.

• Building external sources (and supporting their use).

• A planning system integrated into the system.

• Source control integrated into the system.

• Automated package building.

• Partially automated integration of services like the mailing-lists.6)

A central design goal of the OKlibrary, which is characteristic for “generative”
or “active” libraries in the strong sense, is that configuration knowledge is (as
complete as possible) expressed within the library; most of the time this means
a high degree of automatisation (available within the library), and the build
system is the backbone for these efforts.

2.2.2 The higher order unit test system

Fundamental for the theory of generative programming especially in the C++
context is the notion of a concept (see [1]), consisting of the three parts:

1. Syntax — how to express an operation.

2. Semantics — what the operation is supposed to do.

3. Complexity — how much resources will the operation need.

the solver must be run (to get the real output of the current version(!)), and perhaps for the
creation of the documentation some tool is needed — if within the “event horizon” of the
library, then if the target of creating this piece of documentation is given to the build system,
it will build, if necessary, first the solver and that tool (and if for the compilation of the solver
first the compiler is needed but not there, it will be build etc.). Within the “event horizon”
are the tools which are essential for the OKlibrary (and where for example the newest version
should be used), while for example most parts of the operating system are outside of it. This
(strong) system is currently under development.

5)This system has yet been only planned, and is to be implemented soon.
6)These services are currently under development, preparing the (proto-)release of the

OKlibrary.
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The integration of complexity consideration is especially emphasised in the
C/C++ context, based on the simple (but far too often ignored fact) that an
operation which uses too much resources must be considered as buggy as one
which delivers a wrong result.

The integration of syntax definitions and syntax checking into programming
languages is an essential aspect of every typed programming language, and
shall not concern us here (though actually for the “meta-programming” level
in C++, programming with templates, tool support has been problematic; see
Subsection 3.3.2). Due to the complex programs which are to be written in
the context of the OKlibrary, proving correctness is not an option (except
for specialised areas where actually the OKlibrary will support various forms
of formal methods), but for us semantics is established by testing. A central
novelty of the OKlibrary, faithful to its holistic approach, is that not (as usual)
testing is external to the library, but is part of the services delivered by the
library:

• A basic service of the library is the development and definition of generic
concepts for generalised satisfiability.

• For these concepts furthermore tests are to be delivered which check
whether components (provided by the library itself or by the users) fulfil
the syntactical, semantical and complexity specifications.

• Finally, various implementations (“models”) for the concepts are provided.

The requirement that tests are actually “higher order functions”, which take
some software component as input, requires a more powerful system than any ex-
isting unit test system (which all assume hard-coded tests for hard-coded classes)
can deliver, and thus has been developed by the OKlibrary.7) The development
of design patterns and best practices is highly challenging here, since the input
consists not of strings or numbers, but of “code” in some sense (which again
is depending on other code), and the output must consist in a sensible failure
analysis in case of an error found, which can be rather complicated because of
complex instantiations and calls of other test functions (we are now doing real
programming with tests, not the ordinary magical-constant hack).8)

2.2.3 Tools for programming

Amongst the many tools for general programming under development, espe-
cially the framework for creating adaptive messages has been basically com-
pleted: Better communication between programs and their users is needed, and

7)The design and basic implementation is completed, but the transition from the prototype
system to the final system, and the implementation of tests for all basic concepts, has not
been completed yet due to the problems with the concept formulation itself; see Subsection
3.3.2.

8)Technically speaking, the arguments for test functions are template template parameters
(or dependent templates) for C++; there are other, more specialised programming languages
directly supported by the library, for example computer algebra systems, and there the test
system will follow the lead of the C++ system.
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for that purpose a message system has been created which supports message-
objects which “know” how to express themselves in different languages and at
different levels of verbosity, and where moreover by a flexible system the exis-
tence of message implementations can be enforced at compile-time. This system
is part of a powerful command-line toolset for input and output (which is under
development).

Also a lot of development has been investigated into concepts for funda-
mental abstract data types like containers and iterators, associated generic test
functions, and general generic test tools.

2.2.4 The abstract notion of “generalised satisfiability problems”

The key ideas for the notion(s) of generalised satisfiability problems can be
summarised as follows:

1. “Generalised satisfiability problems” refine and rework the notions of “con-
straint” and “constraint satisfaction problem” through the lens of satis-
fiability algorithms (and thus SAT is considered in effect as an “abstract
data type”).

The difference to CSP is that generalised satisfiability problems are for-
mulated in terms of partial assignments, where (at least implicitly) for
CSP’s assignments have to be total for each constraint involved.

2. A key struggle is about differentiation between run-time and compile-time
polymorphism, in order to make strong optimisations possible for the C++
compiler (especially regarding “C++ 2009”).

3. Resolution and the related conflict-learning process is obtained by the op-
eration of partial assignments on the abstract domain of problem instances
(in the sense of [17]). Thus “clauses” and “clause-sets” are always present,
even if the problem instances do not speak about them.

4. A concept hierarchy of generalised satisfiability problems is build around
the notion of “basic functionality” of a “constraint” in “answer” to a
partial assignment:

(a) An “active literal” is a satisfaction problem with “very fast” solution
for all basic functionalities.

(b) The library supports also active literals in several variables as well
as for example signed literals.

(c) “CNF-clauses” and “DNF-clauses” as sets of active literals.

(d) Conflict-learning is embodied by CNF-clauses, being the negation of
DNF-clauses, considered as partial assignments.

(e) Thus partial assignments are closely related to (DNF-)clauses, but
partial assignments offer different complexity guarantees than DNF-
clauses.
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(f) An “active clause” is a satisfaction problem with poly-time solution
for most basic functionalities.

(g) An “active clause-set” is a general satisfaction problem, with no
complexity guarantees on the basic functionalities, while using only
one type of literal (the basic token for communication). To support
heuristics, it offers an interface like an ordinary clause-set — “It looks
like SAT, it behaves like SAT, but there might be no SAT in it”.

(h) Finally “alliances of active clause-sets” offer the possibility to employ
different types of literals.

5. The library offers a complete duality between CNF and DNF (important
for example for QBF).

6. Resolution and autarkies are considered as dual notions. Both resolution
and autarkies are about the geometry of partial assignments in relation to
the problem instance.

The library aims at offering as much as possible support for compile-time poly-
morphism(s). The vision is, that algorithms are formulated for very general
satisfiability problems, with non-boolean variables and very general forms of
constraints, while the generative mechanism, when informed at compile time
for example that the problem at hand just uses boolean variables and the input
is an ordinary CNF, instantiates and simplifies all general constructions such
that we obtain a program comparable in efficiency to one hand-written just for
this special case.

2.2.5 Experimental concepts and models for “active clause-sets”

Several model studies on “variables” and “literals” in the generic context have
been completed, providing a syntax such that the traditional implementation
of (boolean) variables and literals as integers is still possible, while the same
polymorphic notions also support vastly more general uses. Regarding active
clause-sets, we have especially considered prototypes related to all-different con-
straints. Several studies on using advanced adaptive heuristics also have begun.
These areas and many more are under active development, and the interested
reader would be best advised to have a look at the library itself.

2.2.6 The new SAT algorithm “OKsolver 2.0”

The “dual” algorithm for the new OKsolver (version 2.0), integrating the three
main SAT-solving paradigms (local search, look-ahead and conflict-learning),
exists yet only in plans, but these are quite detailed so that the implementation
of OKsolver 2.0 can start soon.

The old OKsolver (from SAT 2002) is being refurbished as a “model study”,
which is sensible here because the first OKsolver was truly an abstract algorithm
with a well-defined semantics and clear underlying ideas (and this will also be
the case for all future versions), without purely heuristical parts and magic
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numbers; also for many years now we are collecting data on the behaviour of
the old OKsolver on random formulas, which will be exploited in the future.

2.2.7 Support for experimentation

Support for experimentation with solvers and problem instances is (obviously)
important, and the OKlibrary delivers a strong random generator and various
tools for experiment generation and processing, a database for random formulas
and solver results, and evaluation of SAT competitions (also usable as a tool for
comparing SAT solvers).9)

2.2.8 Graph and hypergraph components

Graphs, hypergraphs and satisfiability problems are closely related in many
ways. It is therefore natural that the library provides many bridges to graph and
hypergraph problems. At this time we have focused especially on hypergraph
transversal problems and hypergraph colouring in various forms.

With respect to the usage of (hyper)graph data structures for representing
clause-sets and/or for problem decomposition methods, one design goal of the
OKlibrary is to make these (hyper)graph abstractions available directly, so that
generic graph/hypergraph concepts can be used without the need for converting
data structures.

2.2.9 Integration of computer algebra systems

Currently we are exploring the possibilities of developing SAT solvers at three
levels:

1. The quickest prototype of a SAT solver is created in the untyped envi-
ronment provided by Lisp in the Maxima setting, just expressing the bare
algorithms without consideration of efficiency.

2. An intermediate level is given with the Aldor programming language (un-
derlying the computer algebra system Axiom, with special emphasise on
dependent types): Here now we can prototype also generic concepts and
their hierarchies, while still abstracting away from considerations regard-
ing the creation/destruction of objects and the adaption of generic data
structures to the various circumstances.

3. Finally the C++ level as the full level, where the full spectrum of pro-
gramming possibilities can be expressed. We can take full control of the
creation/destruction of objects (which in C++ is meant in a general sense,
not related to object-oriented programming, which I consider only as a spe-
cial case of providing polymorphisms, more geared towards input-output

9)Yet these tools lack integration, and need manual interaction; in the next development
round of the OKlibrary this integration (for which preliminary designs exist in the plans) will
be implemented.
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operations, and less suitable for algorithms). And by the machinery of
generative programming (template metaprogramming in combination with
preprocessor libraries) we construct powerful type inference mechanisms
for computing types at compile-type which express best the feature com-
bination specified by a domain-specific language, and where the compiler
has a good chance for optimisations (note that templates are designed such
that the compiler actually has the full code available, without unnecessary
function call barriers, but aggressive inlining is fully possible).

The two computer-algebra levels serve for design studies, for specification and
correctness purposes, and for easy experimentation.

3 Project Plan Review

As explained in Section 2, a whole new field of SAT research, integrating combi-
natorics, constraint satisfaction and SAT in novel ways, has emerged as part of
this project. This development was not really anticipated in the original grant
proposal. We will now further discuss the changes regarding the OKlibrary
(and OKdatabase) itself.

3.1 OKlibrary for large-scale experimentation with novel
(complex) algorithms

For the OKlibrary the focus has changed, from providing a (generative) library
for implementing “efficient SAT solvers” (which can compete in a SAT com-
petition) to an “integrated research environment” (IRE) for SAT. Besides the
internal motivation discussed in the previous sections, the direct motivations for
this shift are summarised as follows:

1. I believe the impact of complex and sophisticated methods will become
much stronger in the future; and only with them the current stagnation
of progress in SAT solving can be overcome. Thus the emphasise of the
OKlibrary on complex “mathematical” algorithms.

2. This new research orientation comes together with a whole new “mindset”:
The main “clients” of the OKlibrary are now researchers (theoretical and
practical), and researchers have a much broader mindset than “sheer pro-
grammers” wishing to assemble a new program out of given components.

Programmers just wishing to write a “sleek SAT solver” (with the chance
of winning a competition) are (currently) not attracted by abstract meth-
ods, and (at least at this time) a generic implementation of a successful
solver like Minisat (see the current SAT competitions) will have a time
overhead (which at this time is unacceptable for such programmers). So
what is needed, an abstract and “full” approach, must (at this time) focus
on the diverse need of researchers (while the focused delivery of high-
efficiency components will also be part of the OKlibrary, but this needs
the next round of development).
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3. Though researchers in logic, structures, algorithms, satisfiability and con-
straint satisfaction have a better grasp on abstraction (and for applying
complex ideas and algorithms a generative library is most needed), these
researchers are lacking in my opinion the methodology to bring their re-
search into “real existence”: According to my experience, a “sociological”
reason for the failure of complex methods to influence practical SAT solv-
ing lies in the following typical development process:

• The starting point is some fundamental idea, based on some mathe-
matical structure.

• Many will try to implement it, but since they cannot do it them-
selves, a PhD student or a research assistant is employed to do the
implementation.

• The programming effort, creating a dedicated solver with several
hard-coded switches, halts after a few years, showing “promising re-
sults”, but which are “yet not competitive with the highly optimised
existing solvers”.

• The PhD students and research assistants leave. And to put some
postdoc on the project might be too risky for their scientific career.

• The code produced is not maintainable, and gets lost.

So, all efforts to bring sophisticated algorithms into practical SAT solving
have failed until now. I believe this is, besides the theoretical foundations
not understood yet, caused by the insufficient software engineering em-
ployed by such projects, since only a few combinations of methods can be
hard-coded, experimentation takes too much time, and the development
can not be sustained for a longer period. The OKlibrary seeks to change
this picture by enabling the production of abstract and reusable algo-
rithmic components which can be understood on a high level, and where
experimentations with literally thousands of methods, evolving over time
and tested on a multitude of test sets and benchmarks, can be performed,
employing the joined efforts of many researchers over many years.

This scope of the library means that a novel infrastructure has to be build,
which is given by the OKplatform as a “holistic” and “active” library, where all
elements of the development process are fully integrated into the system itself
— the user gets exactly the same power (by getting a fully functional “clone”)
as the library creators themselves:

1. Testing is not left to the back-office, but “higher-level” test-functions are
provided with the library itself.

2. Performance measurement (from measuring the performance of small com-
ponents to running solvers on benchmarks in distributed environments)
also comes with the platform.

3. Creating distributions and its infrastructure (like web pages and mailing-
lists) again is integrated into the platform, available for every user (in a
specialised form suitable for the SAT-solving context(!)), so that every
user can create his own research network.
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4. Last, but not least, full version control comes with the platform.

The traditional centralised (open source) software development model is com-
pletely unrealistic for the development of complex algorithmic methods, espe-
cially in the context of research, where researchers first need to develop and
publish their new methods before they can be made generally available. So
the OKplatform gives researchers a platform for organising their research first
only within their group, but with the same methods as the developers of the
OKlibrary have at hand, until their efforts might be integrated with the main
library. I believe that this vision is new (at least in the field of algorithms and
their implementation) and that it is essential for radical advances in SAT solv-
ing (vastly outperforming the gradual improvements typical for current efforts,
which focus solely on low-level details and purely experimental heuristics).

3.2 OKdatabase and concrete methods

An important part of the original grant proposal was the design and imple-
mentation of the OKdatabase as the basis for experimental explorations, and
the implementation of specific SAT solving algorithms like the generalised unit
clause propagation as developed in [11, 17]. It should be clear by now, that
these developments had to be postponed until the foundations of the larger
OKlibrary have been laid. Investigations and concrete planning activities into
these issues have been carried out during this foundational development of the
OKlibrary, and during the next round, the installment of the OKlibrary, also
the OKdatabase and related tools will be extended to deliver a powerful exper-
imentation environment, and, obviously, generalised unit clause propagation as
a central method will be a core issue (but now it will be applicable to a much
wider range of applications than anticipated before).

3.3 Problems faced

Due to our development efforts a solid foundation for the library is now laid.
Given the scope of the project, it seems rather natural to me that many problems
showed up, which I will outline in this subsection.

3.3.1 Known domain engineering methods assume a static subject

In the original grant proposal, domain engineering methods were proposed as
the main methodology for software development. During the course of this
project, where we experimented with these methods, it become clear that the
current focus of these methods is more on some form of industrial environment,
where some group of programmers is to implement some methods and is to
make accessible some well-defined field by means of software, which is given by
others, namely the “stakeholders” which have some known and basically fixed
interest in the field. The field of interest to which the generative methods shall
be applied is outlined from the onset. But in our situation the whole field of
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generalised satisfiability as well as the whole paradigm of holistic libraries has
to be developed together with the software delivered, and there is no separation
between “programmer” and “stakeholder”. This highly dynamic nature of our
process just rendered the structured ideas from domain engineering inappropri-
ate (though we assume that in the future, where the structures will have been
stabilised, we will be able to apply these methods in suitably evolved form).

3.3.2 A period of transitions: Generic C++

Of fundamental importance for the library are the generic concepts, the ab-
stract data types parameterised by other abstract data types. When we started
the library, the only possibility to incorporate into the source code level these
concepts where the Boost Concept Check library, and we started employing this
kind of reasonably working hack. But at the time also research-oriented develop-
ments in C++ related to generic programming became finally influential on the
standard itself, so the core community concentrated on discussing, formulating,
implementing and testing these tools. As a consequence, many fundamental
concepts (like that of a container or that of an iterator) are in a state of flux.
Only now, in the near future with the release of gcc 4.3.0 (and later), will these
strong methods become “publically” available (in experimental versions; to be
part of “C++ 2009”). For us that meant, that at a certain point it become clear
that the “old” way of formulating the concepts10) is no longer the right way,
while not having access to needed tools (which are just under development).

As a result, in the library one can find a wide variety of concepts at various
levels: From fully specified concepts (using the Boost Concept Check library)
with higher order tests to many concepts only loosely specified. Once the (now
becoming standard) C++ tools are available, all these concepts will be ported
and expanded.11)

Related to these developments were the constant upgrading of the under-
standing of C++ within the C++ community and our group, reflected by con-
stant “small revolutions” triggered with each new version of g++.12)

3.3.3 A period of transitions: Distributed source control

Essential to our vision of a holistic library is a distributed source control system
which can be packaged with the library and enables every user to administrate
his own development as well as to connect to other users. The development of
such distributed source control systems now again has been (for the open source
world) a hot topic exactly for the years of this project. For the special needs

10)at the source code level(!) — only in this way can we check syntax and semantics
11)As a positive side-effect of this delayed development the concepts have reached a high

level already, and we’ll face less the danger of being bound to premature but now “fixed”
methods.
12)We started around version 3.2; at the moment 4.1.2 is the recommended version, and the

template-related changes introduced by 4.2.0 will need a partial overhaul of quite some part
of the code; all these changes made g++ (and our code) stronger, but it’s a long learning
curve.
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of the OKlibrary, with its research character, where especially the integrity
of repositories is at stake (who wrote what and when), fortunately the Git
system, developed for the source control of the Linux kernel, provides a very
good solution to this problem (based on cryptographic hashing). Also this
system has become usable to the wider public only recently.

3.3.4 Strong needs for a build tool

Also regarding build systems the last years have seen several developments.
However here the nature of the process is much less understood, and no new
paradigms have been developed, though the general need for “something better”
is there. We have especially evaluated CMake, however at the end we realised
that actually all newer build systems (as far as I am aware of them) do not
reach the potential of make: Though the modern systems add more abstraction
on the basic services, make is rooted in a world much closer to Lisp than for
example object-oriented languages, and exactly this dynamic character of make
has not been captured by the more modern attempts for replacements — and
exactly this dynamic character is needed by our holistic library, where building
is a permanent activity (not a one-off), with many facets.

Unfortunately, exactly this dynamic character is “kept a secret” by the exist-
ing literature, and the design patterns for successful usage had to be developed
in our own experience. Though the final result is powerful and pleasing.13)

3.3.5 The generality of the concepts

It seems to me that in a sense the whole CSP community is wrestling with the
problem of formulating the “right” abstract concepts of “constraints” already
for many years, with no solution yet in sight. The OKlibrary embodies such
a solution (from the special point of view of “SAT”), and the development of
this set of solutions, together with its actual implementation in a form which
will also yield efficient implementation is not a trivial undertaking. With this
project, we have mapped the territory, while the realisation is the main task for
the next phase.

4 Research Impact

The first project directly related with the OKlibrary is with Xishun Zhao
(Guangzhou), funded by the Chinese research council; likely April next year
I will visit him for a month, and we will work on conflict combinatorics, au-
tarky theory and their applications to QBF, with students of him implementing

13)Let us mention finally, that what is achieved by the well-known “Gnu build system”
is completely different from what we consider: Such systems have their main purpose in
establishing platform independence, which for us is not an issue since we support only Linux
platforms (everything else would be infeasible). With regard to our “dynamic needs” actually
these systems restrict severely the range of possibilities.
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related algorithms within the OKlibrary. Related to these areas are the con-
tacts with the group of Hans Kleine Büning (Paderborn), where also future
collaboration is planned.

Another future “client” is Stefan Szeider (Durham) and Marko Samer, who
invited me this September to discuss collaborations on algorithms in the realm
of fixed parameter tractability..

A joint publication came out of the collaboration with the Portuguese/UK
group around Inês Lynce (Lisbon) and João Marques-Silva (now Southampton);
the collaboration with these two groups will intensify with the release of the
OKlibrary.

In the collaboration with Victor W. Marek and Miros law Truszczyński new
directions of autarky research are explored, and the connections will be further
strengthened by my (invited) visit to a workshop in Baltimore next year on
the future of satisfiability. There actually the planned collaboration with the
group around John Franco and Sean Weaver will also become manifest (Sean is
among the first test users of the OKlibrary), considering especially the general
framework, and how to integrate algebraic reasoning and the powerful BDD-
based methods developed by their group.

The collaboration will Hans van Maaren and Marijn Heule (another first test
user) will focus first on specific solver issues, and in the future our joint report
and further more theoretical investigations will be continued.

There are several further relations in an early stage:

1. With another Portuguese group around Isabel Oitavem and Reinhard
Kahle also the arrival of the OKlibrary is necessary to enable student
works (here the joint interests are also mostly theoretical right now, con-
sidering the foundations of complexity theory).

2. With Marina de Vos and Martin Brain collaborations regarding the emerg-
ing field of applications of SAT to answer set programming are envisaged.

5 Explanation of Expenditure

Two research assistants, Tony Han Bao and Matthew Henderson, have been
employed, each for one year. A server and a work station have been purchased,
which are vital for present and future development (and the server will be-
come also vital for the Internet platform to be established). The ideas of the
OKlibrary has been spread on conferences and workshops, where also the con-
tacts especially to the constraint satisfaction community have been strength-
ened. Invited visitors were Marijn Heule, Stefan Szeider and Joao Marques-
Silva, while Toby Walsh, Alan Frisch and Lyndon Drake made short visits in
preparation of the project.

Regarding cost effectiveness several conferences in Swansea and in the UK
can be mentioned (saving travel money), and for some visitors the department
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added financial support; a fellowship for PhD student Matthew Lewsey was ob-
tained who started October 2006. One full invitation (covering all expenditures),
and several partial coverages of costs for colloquium talks have been received;
finally Matthew Henderson got a postdoctoral fellowship for sixth months in
Paderborn, extending the time available to work on the OKlibrary.

6 Further Research and Dissemination Activi-

ties

6.1 Talks at conferences

1. Seventh International Conference on Theory and Applications of Satisfia-
bility Testing, May 10 - 13, 2004, Vancouver, Canada.

2. Logic Colloquium 2004, Turin, Italy, July 2004.

3. Guangzhou Symposium on Satisfiability and its Applications, Guangzhou,
China, September 25 - 28, 2004 (invited speaker).

4. 21st British Colloquium for Theoretical Computer Science, Nottingham,
United Kingdom, March 22-24, 2005.

5. Algorithms and Complexity in Durham 2005, Durham, United Kingdom,
July 8 - 10, 2005.

6. 4th International Workshop on Proof, Computation, Complexity (PCC),
Lisbon, July 16 - 17, 2005.

7. Logic Colloquium 2005, Athens, Greece, July 28 - August 3, 2005.

8. British Logic Colloquium 2005, Bristol, September 1 - 3, 2005.

9. 22nd British Colloquium for Theoretical Computer Science, Swansea, United
Kingdom, April 4 - 7, 2006.

10. Invited talk at the ACCU Conference, Wednesday 19 April to Saturday
22 April, 2006, Oxford.

11. 5th International Workshop on Proof, Computation, Complexity (PCC),
July 24th - 25th, 2006, Ilmenau, Germany.

12. Logic Colloquium 2006, Thursday, July 27 - Wednesday, August 2, 2006,
Nijmegen, the Netherlands.

13. Ninth International Conference on Theory and Applications of Satisfiabil-
ity Testing (SAT 2006), Seattle (USA), August 12 - 15, 2006.

14. Guangzhou Symposium on Satisfiability in Logic-Based Modeling, Guang-
zhou, China, September 24 - 27, 2006 (invited speaker).

15. Invited talk at Dagstuhl-Seminar Complexity of Constraints, October 1-
6, 2006.

16. 23nd British Colloquium for Theoretical Computer Science, Oxford, United
Kingdom, April 2 - 5, 2007.

21



17. 59th British Mathematical Colloquium, Swansea, United Kingdom, April
16 - 19, 2007.

18. Tenth International Conference on Theory and Applications of Satisfiabil-
ity Testing (SAT 2007), Lisbon (Portugal), May 28 - 31, 2007.

19. Scheduled: Algorithms and Complexity in Durham (ACID) 2007, Durham,
United Kingdom, September 17 - 19, 2007 (talk on [4]).

6.2 Invited workshop visits

1. Mathematics of Constraint Satisfaction: Algebra, Logic and Graph The-
ory (Oxford, 20 - 24 March, 2006; satellite workshop of “Logic and Algo-
rithms” at the Isaac Newton Institute for Mathematical Sciences).

2. New Directions in Proof Complexity (10 - 13 April, 2006; workshop of
“Logic and Algorithms” at the Isaac Newton Institute for Mathematical
Sciences).

3. Constraints and Verification (8 - 12 May, 2006; workshop of “Logic and
Algorithms” at the Isaac Newton Institute for Mathematical Sciences;
invited participant).

6.3 Colloquium talks

1. Durham (United Kingdom), November 2004, Computer Science, Theory
Seminar, invited by Dr. Stefan Szeider.

2. Lisbon (Portugal), May 2006, invited by Prof. Inês Lynce (at INESC).

3. Lisbon (Portugal), May 2006, invited by Prof. Fernando Ferreira (at CMAF).

4. Coimbra (Portugal), May 2006, invited by Prof. Isabel Oitavem and Prof.
Reinhard Kahle.

5. Berlin (Germany), July 2006, Humboldt-Universität, invited by Prof. Ste-
phan Kreutzer.

6. Computer Science Department, University of Kentucky, January 2007,
invited visiting researcher by Prof. Miros law Truszczyński.

7. University of Bath, Computer Science Department, February 2007, invited
by Dr. Marina de Vos.

8. Coimbra (Portugal), May 2007, invited by Prof. Isabel Oitavem and Prof.
Reinhard Kahle.

6.4 Fellowship for the research assistant

From 13th March 2006 - 30th September 2006 Matthew Henderson was able
to intermit his research assistantship in Swansea, since due to my mediation
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he got a fellowship under the auspices of the European Research Training Net-
work Segravis (for Syntactic and Semantic Integration of Visual Modelling Tech-
niques; see http://www.segravis.org/), in the Database and Information Sys-
tems group under Prof. Dr. Gregor Engels, especially in collaboration with the
the “Knowledge-Based Systems” group of Prof. Dr. Hans Kleine Büning.

6.5 The future

Starting September 2007 the OKlibrary has been made available at www.ok-sat-
library.org to a selected circle of around 50 researchers in SAT and neighbour
areas. The aim of this “proto-release” is to get major forces engaged with
the OKlibrary, and to gather the needs of the different communities involved
(of course, besides asking the test users for technical feedback). After this
preparation, the (full) public release is planned around the beginning of 2008.

October/November 2007 a grant proposal will be presented to EPSRC re-
garding the mathematical foundations of the new links found between SAT and
combinatorics, while around November/December 2007 a grant proposal regard-
ing the continuation and expansion of the OKlibrary (and the OKplatform)
will be presented (taking into account the input of the first test users of the
OKlibrary).
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