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Abstract

The visualization of unsteady scienti ¢ data is still a challenging problem. Most techniques rely on the
animation of individual time-steps. In this paper we propose a steady visualization of the dynamics in uids
using -machines. -machines are a concept from computational mechanics and oabe thought of as nite
state machines that can be visualized as directed graphs. T nodes are the causal states of the process.
Given a local past of a position, causal states comprise alhe information needed to predict the future of this
position. As causal states stem from information theory, it can be shown that they are the most compressed
representation of local dynamics that still allows for this prediction. Edges in the graph indicate transition
probabilities between causal states in successive time-es. Hence, the visualization of the -machine graph
provides a concise and highly compressed steady visualidah of the system's dynamics that still allows for
an in-depth examination. In this paper we describe the constuction and visualization of -machines and
how interaction mechanisms with the physical domain allow br a detailed analysis of data sets describing

uid dynamics.
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1. Introduction

One of the big challenges in visualization is the
representation of time-dependent data. Commonly,
animations are created to present unsteady phe-
nomena. Especially in 3D or with multivariate data
sets it is di cult to get a holistic impression of the
simulation, as most visualizations concentrate on
the extraction of certain distinct phenomena and
track them over time. With our approach, we aim
at a steady 2D visualization of the dynamics in u-
ids that can be used to investigate unsteady multi-
variate data sets.

The dierent techniques developed for ow vi-
sualization have been sub-divided into dierent
groups by the classication scheme proposed by
Post et al. [1]. They distinguish direct, geo-
metric, texture-based, and feature-based visualiza-
tions. Partition-based techniques were added by
Salzbrunn et al. [2]. In each of these ow visual-
ization categories methods for the visualization of
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unsteady data sets have been proposed, which we
want to review shortly in the following.

Straightforward visualizations are comprised in
the class of direct techniques. In unsteady elds
particles can be traced over time as investigated for
example by Hin and Post [3] and Bauer et al. [4].
In an animation, the motion of the particles that
follow the ow, give an impression of the uid's
dynamics. The movie of a single or few parti-
cles can be reduced to an image if all the moving
particles are displayed in a single image. Com-
monly, the trace of a particle is connected form-
ing a pathline. Thus, pathlines are integral lines
in the data set that are in every point tangential
to the time-dependent ow. An alternative ap-
proach is followed by streaklines, where particles
are started from a xed position in periodic in-
tervals. Wiebel et al. [5] extended the concept
to generalized streaklines that have a moving ori-
gin. Path- and streaklines belong to the class of
geometric visualizations. A holistic impression of
the data set is given by texture-based visualization,
where a texture is created whose structure follows
the ow eld. AUFLIC by Liu and Moorhead [6]
and time-dependent spot noise by de Leeuw [7] are
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two such methods. A survey of existing steady and
unsteady methods is provided by Laramee et al.
[8]. Partition-based techniques provide an abstract
view of the data. The processing consists of three
steps: First an attribute eld is computed that is
afterwards partitioned into regions according to a
prede ned similarity measure. Finally, these re-
gions can be classi ed, and either all or a subset
of relevant regions are displayed. Salzbrunn et al.
[2] give an overview over these techniques. Topo-
logical methods for example fall into this category
[9, 10]. The attribute eld in topology consists
of two variables at each position: the source and
the sink of the pathline going through this posi-
tion. The domain is partitioned into regions with
the same source and sink. Topology tracking meth-
ods for 2D as introduced by Tricoche et al. [11] are
used to cope with unsteady data. Pathline pred-
icates extend this idea to arbitrary attributes and
were used by Salzbrunn et al.[12] and Shi et al. [13].
Eyelet particle tracing investigates streaklines and
pathlines going through a certain position in space
in di erent time-steps [14]. Recently visualizations
of nite time Lyapunov exponent (FTLE) (Garth

et al. [15] and Sadlo and Peikert [16]) and local
statistical complexity (LSC) (Janicke et al. [17])
were proposed. In FTLE the attribute eld tells by
how much two particles started close to the current
position diverge. Local statistical complexity mea-
sures how much information from the local past is
needed to predict the dynamics in the local future
based on information theory. Feature-based meth-
ods are commonly used to identify known structures
in the data set such as vortices or separation lines.
Tracking of di erent features over time was inves-
tigated for general features (Ji et al. [18], Reinders
et al. [19], Silver and Wang [20], and Theisel and
Seidel [21]), for vortices (Bauer and Peikert [22])
and singularities (Garth et al. [23]). An overview
over feature-based methods is given by Post et al.
[1].

Most of these techniques rely on an animation of
the visualization to communicate the temporal evo-
lution. Thus, the user often has to wind the anima-
tion forwards and backwards in order to compare
structures at di erent time-steps. In order to un-
derstand the dynamics in uids, we think the con-
current display of the dynamics over several time-
steps is an important goal in visualization. The
techniques aiming at such a type of exploration are:
pathlines, (generalized) streaklines, eyelet particle
tracing, feature ow elds and the structural singu-

larities graphs in [23]. Although these techniques
are very powerful, we see a limiting aspect in the
fact that none of these techniques aims at a com-
pression of the data, but rather they select few rep-
resentatives describing the ow. What we aim at
in this paper, is a visualization that compresses the
original data to those parts that describe the local
dynamics of the uid using information theory. The
user is presented two di erent views: One gives the
local dynamics and their evolution as present in the
data set and the other one is the physical domain
that is used to locate patterns that were selected
by the user.

An important improvement gained by our
compression-based approach is the fact that it
avoids clutter. The user can concentrate on cer-
tain structures or time-lines that are selected in the
steady -machine representation and afterwards vi-
sualized in the physical domain, instead of comput-
ing plenty of streaklines around a certain position
to investigate the local evolution of the dynamics.
A further advantage of our technique is that it im-
plicitly handles multivariate data, though we will
concentrate only on the analysis of individual vari-
ables in this paper. The paper starts with an expla-
nation of the theoretical background, i.e. computa-
tional mechanics. Afterwards, we show how these
ideas can be used to compute a steady visualization
of the dynamics in uids and how the interaction
mechanisms work. In the data exploration section
di erent examples of increasing complexity are used
to illustrate our methods and the results will be dis-
cussed in the nal section.

The contributions of this paper are as follows:

1. -Machines are the rst technique that aims at
a compressed steady representation of the dy-
namics in unsteady (multivariate) uid elds.

2. While the work on local statistical complexity
presented in [17] and [27] only extracts regions
of unusual local dynamics without providing
information on why they were extracted, -
machines additionally provide means to inves-
tigate these dynamics, select subsets with char-
acteristic properties and track them over time.

3. The new approach depicts local dynamics as
a directed graph, where nodes represent lo-
cal dynamics and edges transitions between
them. This visualization is an easy to under-
stand analogy to nite state machines. The in-
terface used to display the -machine provides
means to explore the di erent elements, local
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causal states sequence for each position.

ow patterns and transitions, interactively.

2. Computational Mechanics

Computational mechanics [24] studies events gov-
erned by mechanical processes using computational
methods and devices. Based on empirical data or
probabilistic descriptions, a model of the hidden
process that generated the observed behavior is in-
ferred. This model allows for the discovery of pat-
tern, structure, and organization based on the given
data.

2.1. Patterns

Patterns are commonly used to abstract data.
They provide a compressed description of an ob-
ject and contain the relevant information about it.
Shalizi et al. [25] developed an approach to pat-
terns based on computational mechanics which is
at once: \Algebraic, giving explicit breakdown or
decomposition of the pattern into its parts; Com-
putational, showing how the process stores and uses
information; Calculable analytically or by system-
atic approximation; Causal telling how instances
of the pattern are actually produced; andNaturally
stochastic not merely tolerant to noise but explic-
itly formulated in terms of ensembles” [25]. In [26]
Shalizi et al. propose causal states as such pat-
terns that comprise all the locally contained infor-
mation to predict future dynamics, while provid-
ing maximal compression. Janicke et al. [17] ex-
tended this pattern de nition to real valued multi-
eld data. A more e cient algorithm to compute
causal states and local statistical complexity in un-
steady 3D elds was proposed in their work on
density-driven Voronoi tessellation [27].
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2.2. Causal States

\The ultimate goal of computational mechanics is
to discern the patterns intrinsic to a process. That
is, as much as possible, the goal is to let the process
describe itself, on its own terms, without appealing
to a priori assumptions about the process's struc-
ture."

C. R. Shalizi [28]

One approach to let the process describe itself ana-
log to Shalizi's de nition, is to decompose it into
building blocks. The process then consists of a
number of such building blocks and the structure
and combination of its blocks characterize a certain
process.

The building blocks proposed by Shalizi and col-
leagues are called causal states. A causal state can
be thought of as a spatio-temporal stochastic pat-
tern. Starting from a certain position in the simu-
lated data set such a pattern extends into the past
and the future. Each position p in each time-stept
in the data set has its own past and future. Pasts
(I ) and futures (I*) of the pattern are solely de-
ned by the simulation process. The past comprises
all positions that might in uence the current posi-
tion peur - Causally determined, all such positions
are located in the past relative to the time-step
teur  Of Peurr » i€, tpast < tcur . The future on
the contrary consists of all positions in the data
set that might be in uenced by the value at peyr
and have therefore a time value larger thantcy .
Using nite di erences for the computation of the
data (Fig. 1(a)), the regions of in uence, i.e., I*
and | , can be determined exactly and form light-
cones as illustrated in Figure 1(b). All past cones
have the same spatio-temporal neighborhood struc-
ture. The value combination of the cone at a cer-
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Figure 2: Construction of the -machine: (a) Transition
probabilities are estimates from the causal state sequence s.
(b) Each causal state is a node in the visualization of the
-machine. Edges are drawn for transitions with probability

> 0.

tain position is called a con guration and forms the
spatio-temporal pattern.

Each process could be described using naive
building blocks, i.e., patterns featuring all possible
combinations of values. The description, however,
would not be very e cient. The question that arises
is whether these naive patterns can be compressed
to more essential building blocks. Compression can
be achieved by applying a function to each pattern.
Each such function is a statistic. The goal is to
nd the statistic that provides highest compression
of the local patterns while retaining all relevant in-
formation on the local dynamics. Crutch eld and
Young [29] proposed the following equivalence re-
lation and Shalizi et al. [28] showed that it is the
best suited statistic:

I =f jP 1] =P I"jl ¢ )
wherel and  are the local spatio-temporal past
of a position, I is the local spatio-temporal future
of a position, and P (xjy) stands for the conditional
probability P(X = xjY = y) that the random vari-
able X takes the value x given that the random
variable Y took the value y. This equivalence rela-
tion groups all positions in the eld whose local pat-
tern in the past (I ) predict the same distribution
over possible local patterns in the future P (1* jl )).
The resulting di erent classes of behavior are called
causal states. Thus, all pasts that are grouped in a
causal state predict the same local future.

Shalizi et al. [28] showed that the equivalence
relation is minimally su cient and unique. This
means, that it allows for highest compression of the
raw data, while containing all the included infor-
mation on local dynamics. Each causal state stands
for a unique spatio-temporal stochastic pattern. As
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we are only interested in the local dynamics in the
time-dependent eld, it is su cient to store the 1D

of the causal state at each position. Thus, causal
states form highly compressed building blocks of
the process that still retain all information about
local dynamics.

2.3.

Causal states encode the temporal dynamics for
a rather small time-frame. In order to investigate
longer time-series, the evolution of causal states
over time can be observed. Such series, as illus-
trated in Figure 1(c), depict the long-term dynam-
ics of the system. Tracing the temporal evolution
of the dynamics at a certain position, shows for ex-
ample how ordinary structures evolve into extraor-
dinary patterns.

Combining causal states and their transitions
over time, we get an -machine. The -machine [29]
of a process is the ordered paiff ;T g, where is
the causal state function andT is the set of transi-
tion matrices for the states de ned by . Assuming
that the process consists ofN causal states iden-
tied by , TisaN N non-symmetric matrix.
Each row stands for an individual causal state and
gives the probabilities that this state passes into the
other states. Thus, entry (n;m) n;m <N gives the
probability that causal state n makes a transition
to causal state m.

-Machines

Shalizi et al. [28] showed that -machines are
minimally stochastic:
H[Rw+1 R H[Si+1]S1] )

where H[X] is entropy, S; and S;+; are causal
states in time-stept and t + 1 respectively, Ry and
Ri+1 are rival states that are as predictive as the
causal statesS. Minimally stochastic means that
the causal states minimize the uncertainty in transi-
tions between di erent states. Thus, the -machine
is as close to perfect determinism as any rival that
has the same predictive power. Or more colloquial:
If we want to construct a machine generating a data
set with dynamics as close to our data set as possi-
ble, the -machine is the best choice.

3. Visualizing the Dynamics in Fluids

The -machines introduced in the previous sec-
tion comprise all the relevant information on the lo-
cal dynamics of the system and minimize the uncer-
tainty in transitions between local patterns. Thus,
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(a) Con guration

(b) Con g space

Figure 3: Density-driven Voronoi tessellation: (a) A past c
(b) This con guration marked in high-dimensional con gura
Initial ne-grained discretization of the con guration sp
Final Voronoi tessellation of the con guration space.

the visualization of a system's -machine is the most
compressed illustration that still allows for optimal
prediction of local dynamics.

3.1. -Machines and Fluid Dynamics

Originally, -machines were used to analyze bi-
nary streams. Shalizi et al. [26] extended the
concept of causal states to investigate cellular au-
tomata (e.g. the game of life; de nition of cellu-
lar automata follows in 5.1) that extend in time
and space. However, in their application the do-
main of the values at each position was limited to
a few values and values were determined using pre-
de ned local rules. Janicke et al. [17] showed that
the concepts for cellular automata can be trans-
lated into nite di erence schemes that can be used
to discretize PDEs like the Navier-Stokes equations
that are the fundamental equations of uid dynam-
ics. As these equations hold at each position of
the spatio-temporal data set, all positions of the
unsteady data set can be used to approximate an
-machine that is capable of generating this data
set. In further examples Janicke et al. ([17, 27])
applied the technique to data sets that were com-
puted using more sophisticated models and showed
that the computation of causal states works in these
scenarios as well.

3.2. Computation of Causal States

The rst step in visualizing the -machine con-
sists of the computation of causal states. There-
fore, the conditional probabilities P (1*jl ) have to
be estimated. As exactly the same patternl* or
I (Fig. 3(a)) commonly only occurs once in a sci-
enti c data set, the probabilities cannot be esti-
mated directly, but similar con gurations have to
be grouped for the estimation. The grouping has
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to ful Il two requirements. First, all samples in the
data set have to be assigned to a group and second,
the size of each group in high-dimensional space
(dimensionality is given by the number of entries in
the cone, cf. Fig. 3(b)) has to be the same to allow
for a correct estimation.

In [27], Janicke et al. proposed a fast strategy to
estimate probabilities with a single sweep through
the data. We use this approach based on density-
driven Voronoi tessellation, which consists of three
steps:

1. Discretization: Compute the past- and future-
cone at each position and store the discretized
cones (Fig. 3(c)) in two trees.

. Density-driven Voronoi Tessellation: Partition
the high-dimensional discrete cone space using
a Voronoi tessellation that takes the underlying
distribution of cone con gurations into account
(Fig. 3(d),(e)). This step is performed for the
past and future tree separately. Resulting IDs
are stored for each leaf in the two trees.

. Probability Estimation: For each past cell,
the corresponding future cells are counted and
used to estimate the probabilities.

The idea behind density-driven Voronoi Tessella-
tion is to let the discretization adapt to the struc-
ture of the high-dimensional data (Fig. 3(b)). The
initial discretization in Step 1) is used to estimate
a local density. Starting from densest regions, a
region growing algorithm is applied that iteratively
captures the entire space. The method ensures that
the Voronoi cells have equal size and that clusters
are well preserved.

To identify causal states, the conditional proba-
bilities have to be estimated. This is achieved by
counting the number of occurrences of di erent fu-
ture classes per past Voronoi cell. Dividing by the



total number of con gurations per past cell, gives
the conditional probability P(I*jl ). In a last step,
those Voronoi past cells are grouped that feature a
similar distribution over futures usinga 2-test [30].
The resulting grouped classes are the causal states
of the process.

Each of these causal states represents a spatio-
temporal pattern, indicating what might happen
next if a certain past was observed. After the iden-
ti cation of the causal states, new elds that hold
the ID of the causal state at each position are cre-
ated. The elds are used for further processing and
the interaction between the -machine and the data
set. The computation of causal states is a prepro-
cessing step that needs to be performed only once
for each data set.

3.3. Local Statistical Complexity

Local statistical complexity is an information
theoretic measure that identi es causal states that
feature extraordinary behavior compared to the dy-
namics in the data set. The idea is to measure how
much information from the local past is required
to predict the dynamics in the local future at a
certain position. If the dynamics of a con gura-
tion match the average behavior in the data set,
only little information is required. On the contrary
if something unusual happens, more information is
required. To measure how extraordinary some local
dynamics are, Shalizi et al. [26] proposed local sta-
tistical complexity, which was extended to scienti ¢
simulation data by Janicke et al. ([17, 27]). The lo-
cal statistical complexity at a certain position p in
the eld is de ned as the mutual information be-
tween the corresponding con guration's past ( )
and its causal state ((I )):

LSC(p =10 ( )l ] ®3)

Mutual information is a measure from information
theory, which tells how much information one ran-
dom variable contains about another one:

P(a;b

'AB]= P@P®D

a2A;b2B

P(a; b log, (4)

where P (a) is the probability that the random vari-
able A takes the valuea and P (a;b) is the corre-
sponding joint probability of variables A and B.
Using this de nition, the local statistical complex-
ity of a con guration tells how much information
from the past is required to identify its causal state.
If one knows the causal state, the dynamics in the
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future are clear as well. Hence, if a lot of infor-
mation is required to identify the causal state, the
local dynamics are extraordinary compared to what
is happening in the rest of the data set.

Local statistical complexity can be used in the
visualization of the -machine to identify interest-
ing structures. Commonly users know the average
behavior in their data and are interested in regions
that diverge form this, e.g., vortices in ow visual-
ization or natural disasters in weather simulations.
In [17] and [27] Janicke et al. used local statistical
complexity to highlight all regions that excess a cer-
tain unusualness. The user had to apply additional
algorithms to investigate the local values and iden-
tify the type of unusualness. Combined with the -
machine representation, the user can now identify
di erent extraordinary local patterns and investi-
gate subsets and compare them.

3.4. Estimation of Transition Probabilities

The causal states capture the local dynamics of a
position over a few time-steps. To observe the be-
havior over a longer range of time-steps, the tran-
sitions between causal states have to be observed.
These transitions form the edges of the graph rep-
resenting the -machine. In order to estimate tran-
sition probabilities, we investigate the sequence of
causal states at each position (Fig. 1(d)). For
each causal state we want to estimate the distribu-
tion over successive states (Fig. 2(a)). Therefore,
we create an empty discrete distribution for each
causal state. Thus, we obtainN distributions with
N bins. The distributions are updated by going
through each causal state sequence (causal states
linked by arrows in Fig. 1(d)). For each pair of
successive causal statesa(! b) a;b2 [O;N 1], we
update bin number b of the a-th distribution. After
inserting all sequences we resolve the estimate for
the transition probabilities (Fig. 2(a)). The set of
all distributions gives the transition matrix T of the

-machine.

3.5. Visualization of the -Machine

The -machine consists of states, i.e., the causal
states, and transitions between them. Those ma-
chines can be represented as a directed graph (cf.
Fig. 2(b)). Each node represents a causal state
and edges indicate transition probabilities between
states.



(a) random layout

(b) layout

Figure 4: Fruchterman-Reingold graph layout: The ran-
domly initialized graph before (a) and after the layout pro-
cess (b).

3.5.1. Layout

The two previous sections explained how these
elementary parts of the -machine graph are com-
puted. However, so far we have not de ned where
to position the di erent nodes in the visualization.
Graph drawing [31], a sub eld of visualization, is
concerned with this problem. From the large va-
riety of existing layout algorithms, we chose the
force-directed layout algorithm by Fruchterman and
Reingold [32]. The basic idea of this algorithm is
to model the graph as a system of springs. Each
edge in the graph is represented by a spring. All
springs have the same spring rate and thus try to
have the same length. In an iterative optimization
process the nodes are moved such that all springs
are as close to rest-lengthl as possible. The sys-
tem ultimately strives to reach equilibrium state.
In the original algorithm the user has to specify the
size of the bounding rectangle of the graph. We
replaced this restriction by the de nition of desired
edge lengthl. Thus, the graph can extend arbitrar-
ily in x- and y-direction and take the shape that is
best suited for its structure. Fig. 4 gives a layout
example using the modi ed Fruchterman-Reingold
algorithm.

3.5.2. Window

Figure 5 shows the window used to visualize the
-machine. The window consists of three major
widgets: the graph widget (left), the node-list wid-
get (right/top), and the node-information widget
(right/bottom). The graph widget is used to vi-
sualize the graph representing the -machine. It
allows for standard interactions such as selecting
nodes, moving nodes, and zooming. The node-list
widget lists all nodes in the graph along with their
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id, their degree (number of connected edges), and
the local statistical complexity of the node. Nodes
in the graph and the corresponding entry in the
node-list are linked. Thus, when the user selects a
node in either visualization, the other one is high-
lighted as well. Hence, it is possible to select nodes
with certain properties such as a high degree or high
local statistical complexity. The third window pro-
vides information on a single node. In this area we
display for the selected nodes statistics on the in-
dividual time slices of the cone. For each time-step
we display the temporal o set from the cone's apex,
the mean of the values in the slice, and the minimal
and maximal included value. With these di erent
portions of additional information, the user has a
direct link to the data and can easily verify what
has been computed.

3.5.3. Interaction

Now that we have got the visualization of the
-machine, means to interactively explore the data
set are required. To link structures of the graph
to the physical domain, interaction between these
two eld descriptions are required. Interaction is
provided in both directions: The user can interact
with the -machine and corresponding regions in
the physical data set are highlighted, or he/she can
select regions that were identi ed in the data set
using standard visualization to nd corresponding
nodes in the -machine. The interaction mecha-
nisms work as follows: -machine ! vector eld:
The user can select an arbitrary number of nodes,
assign colors to the nodes and highlight correspond-



ing positions in the vector- eld in the given colors.
In 3d this approach easily leads to visual clutter.
Thus, we included a second option, which allows the
user to store a new scalar eld with corresponding
values, which can be investigated using isosurfaces
or volume rendering. vector eld ! -machine:; Af-
ter identifying interesting structures in the data set
using standard feature extraction techniques, the
user can explore the temporal evolution of the dy-
namics at a certain position inside the found struc-
ture using the inverse highlighting option. After
marking a position in the eld, the causal states
sequence of this position is given. Now the user
can follow the evolution of the local dynamics and
easily detect unusual transitions.

A further important interaction functionality is
the interactive control of displayed edges. The -
machines we investigated exhibit a very high con-
nectivity of nodes. For example each of 500 nodes
is linked to 20 other nodes, which results in visual
clutter. Therefore, we allow the user to specify a
range of edge weights that are to be displayed. An
edge connects nodeA with node B. The weight
gives the probability that this transition occurs in
the data set (Section 3.4). Hence, the sum of all
outgoing edges of a node is 1.0. Typically we choose
an initial range of [0:1;1:0], giving edges that are
chosen with at least ten percent probability. Inter-
active adjustment of the range is possible and takes
only a split second.

4., -Machines and KaV

Our approach uses concepts from information
theory and is intended to incorporate the users
knowledge into the visualization process. Such
techniques are classi ed as knowledge-assisted visu-
alizations (KaV). KaV is a multilevel process [34],
which consists of the following steps: First, the user
speci es data to be investigated. Afterwards, rele-
vant information is extracted using a computational
process and nally knowledge, either stored, e.g.
in a data-base, or provided by the user, is incor-
porated to acquire more interesting results. Using
-machines these three levels are relevant for the
following aspects of the visualization:

Data: -machines can be computed for unsteady
scienti ¢ simulation data with an arbitrary number
of variables at each position. The variables can be
of arbitrary type (e.g., scalar, vector or tensor val-
ued) as long as distance measures can be provided.
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Information: Two dierent information ex-
traction/presentation strategies are used with -
machines. First, the machine itself is a highly com-
pressed, abstract representation of the data set that
is computed using concepts from information the-
ory. Provided with a single 2D visualization, the
user can get a quick overview over a huge amount
of data. Second, the user can acquire additional in-
formation, which is automatically incorporated into
the visualization. Color coding the nodes of the ma-
chine according to their local statistical complexity
or highlighting paths with certain properties to ex-
tract interesting features of the data set are exam-
ples for such additional information.

Knowledge: While investigating the data set
using the -machine representation, the user might
encounter structures that are relevant for the appli-
cation and gain insight what e ect they have. This
knowledge can be incorporated into the work ow
by either simply storing the information at the cor-
responding structure or node for later use or give
rise to additional techniques. If, for example, the
user found that nodes with many outgoing and few
ingoing edges are important in a certain data set,
he/she can automatically search for such structures
in future data sets.

5. Data Exploration

To illustrate the ability of the introduced visu-
alizations, we will explore three di erent data sets
and focus on di erent aspects of the method. The
rst one (Spirals) is an analytical data set computed
using a cellular automaton (CA). We chose this fun-
damental example as it meets all the requirements
of the theoretical concept. The -machine does not
simply reconstruct the generating CA, but builds
a more complex machine that makes predictions
about the future (the CA only computes the value
in the next time-step, the cones of the causal states
reach into the future as well). This data set will be
used to analyze di erent structures in the -machine
that can partly be observed in the other two real-
world examples as well. The world temperature
data set results from a world climate simulation.
As weather features a very chaotic behavior over
time, we will use this data set to investigate the
temporal evolution of the dynamics. The last data
set (delta wing) is an unsteady ow simulation and
a classic ow visualization problem that is used to
explore the opportunities of the automatic detec-
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(b) Positions (top) covered by
the displayed subset of the
graph (bottom).

(a) Spiral data set (top) and
corresponding -machine (bot-
tom).

(c) Four loops forming the
sides of the spirals.

(d) Essential structures of the
-machine.

Figure 6: The spiral data set was computed using a cellular au tomaton and owes its name to the typical formation of spiral

structures. (a) One time-step of the data set and the corresp onding

-machine. (b-c) Dierent subsets of the  -machine are

selected and corresponding regions in the eld are colored i n black, gray, and white. The original eld is displayed in th e

background to provide context.

tion of interesting structures and their tracking over
time without a priori knowledge about the data set.

5.1. Spirals

The spirals data set (Fig. 6) was computed us-
ing a cellular automaton (CA). A CA consists of a
regular uniform lattice with a discrete variable at
each cell. Following prede ned local rules the val-
ues can change at each discrete time step. A rule
de nes which value a cell will take in the next step
depending on the values of its neighborhood in the
present. Typically, the neighborhood of a cell con-
sists of the cell itself and all immediately adjacent
cells. For each time step all values are updated
simultaneously. The CCA cyclic cellular automa-
ton we used consists of four di erent states (colors
2 [0;3]) and the following rule: A cell in state k
changes to state k + 1) mod 4 if at least 2 neigh-
bors are in state k+1) mod 4, i.e., we change from
2 to 3 if at least 2 neighbors have value 3. In the
beginning, the grid is randomly initialized. Over
time, spiral patterns evolve that become increas-
ingly stable, i.e., the centers stay at xed positions
and the extension of the spirals remains constant.
Variations occur where the di erent spirals interact.
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Shalizi et al. [26] investigated this data set using
local statistical complexity and found that relevant
structures, namely the centers of the spirals, their
diagonals, and intersection areas, can be extracted
automatically.

For the analysis we used a grid of size 256 x 256
and processed time-steps 80 to 90, where the typi-
cal pattern had already formed. The original eld
and the corresponding -machine are shown in Fig.
6(a). 7154 causal states were extracted in the pre-
processing step. As we are interested in analyzing
the fundamental dynamics of this system, we re-
stricted the -machine to the rst 500 nodes. Posi-
tions captured by this range of states are visualized
in Fig. 6(b). Here we already see that only a small
subset of nodes is needed to determine the funda-
mental dynamics. The remaining 6654 nodes are
relevant for the interaction of spirals, which we will
not analyze in detail in this example. The lower
threshold for the edge weight was set to 0.35.

An outstanding characteristic of the graph is that
it features several cycles. Most cycles have length
8, three have length 7, and two cycles have length
6 and 5 respectively. Selecting the cycles of length
8 with highest edge weights ¢ 0:95), we nd the



four cycles highlighted in Fig. 6(c). The visualiza-
tion of corresponding positions in the data set gives
a marking of the four sides of the spirals. Each side
is represented by a black triangle and four triangles
contact at the center of the spiral, cf. red ellipse
in Fig. 6(a,c)(top). The length eight results from
the fact that each stripe of color is two pixels wide.
Thus we have eight di erent patterns of size 3 x
3 with periodically changing colors. The weights
of the edges of the other length eight cycles range
between 0.90 and 0.95 (blue cycles in Fig. 6(d)).
These cycles form the diagonals of the spirals (light
gray). Here we see that both transition paths are
very stable, which can be seen in the data as well,
where spirals do not change their shape, but the
four stripes alter their color periodically. Further
dominant structures in the graph are the hot spots,
nodes that have a high degree, i.e., many adjacent
edges (outlined in red in Fig. 6(d)). Respective po-
sitions in the data set are colored white. Red circles
highlight three such basins in Fig. 6(d)(top). In the
physical space, hot spots occur clustered in basins
(white regions). The high degree of the nodes in-
dicates that there are vital interactions with sur-
rounding positions. Positions that are in a state in
the cycles of length 7 form boundaries (dark grey)
between interacting spirals. Looking at the whole
graph we see that it consists of a large structure
and of several ring-structures with satellite nodes.
The large structure comprises the four sides of the
spirals. Transitions are possible if for example hot
spots are passed. Isolated structures indicate that
positions that are in it rarely leave it again.

5.2. World Temperature

The temperature data set (Fig. 7) is part of the
global climate simulation computed by the Max
Planck-Institute for Meteorology (MPI-M) at the
German Climate Computing Centre (DKRZ). The
data was acquired from the \World Data Centre
for Climate" (WDCC) database. The available
data consists of a subset of one simulated year and
15 surface variables of the atmospheric component
of the coupled atmosphere-ocean-model ECHAM /
MPI-OM [33]. The spatial resolution of the 192 x
96 grid is approximately 200 km and a time-step is
recorded every six hours.

For the analysis we chose the rst 50 days of
the temperature eld (200 time steps; Fig. 7 vi-
sualizes the rst one) and the following resolution
of the causal states: discretization: 7C, Voronoi-
tessellation parameter: 3. According to this dis-
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Figure 7: World temperature data set: (top) Temperature
distribution in the rst time-step.

Figure 8: -machine of the world temperature data set:
(top) Physical positions corresponding to hot spots in the
-machine. (bottom) -Machine with highlighted (green) hot
spots.

1.0

0.5

0.0

Figure 9: Average transition probabilities for the entire
world temperature data set: Blue color indicates regions th  at
easily change between various causal states.



cretization we compare temperature patterns with
a local average variation of 7C. The resulting laid
out -machine with minimal edge weight 0.07 is il-
lustrated in Fig. 8(bottom). The nodes are colored
according to the causal state's mean temperature
to provide better orientation. The dark red areas
on the left hand-side correspond to causal states in
very hot areas, while light-yellow nodes represent
causal states in very cold areas. Whereas relatively
few causal states exist in these extremal temperate
regions, many di erent patterns can be observed in
temperate zones (orange nodes).

A prominent feature of the -machine is the se-
guence of hot spots (green nodes) that run like
a backbone through the graph. Analyzing these
nodes in the cone window reveals that the pat-
terns are very homogeneous and values within each
causal state are close to constant. The hot spot
status indicates that these nodes have many stable
linking edges to other causal states. Figure 8(top)
shows the corresponding physical positions of the
hot spots. Each square in this image represents
a position in the data set. The color represents
the causal states color in the -machine. We see
that only 13 of the 609 states already cover a large
part of the data set. Watching the temporal evo-
lution of the positions in the eld reveals that re-
gions covered by hot spots are quite stable and are
only a ected by slight shifts at the boundaries and
that the centers remain stable. This nding is con-
rmed by analyzing the average transition proba-
bilities at each position as given in Figure 9. To
compute this image was computed as follows: At
each position, we computed the average transition
probability. Therefore, only the causal state se-
guence at the current position is considered, the
individual transition probabilities as given in the
-machine transitions are added up and sum is di-
vided it by the number of time-steps - 1. Here we
see that positions corresponding to hot spots have
a very high average transition probability as they
usually stay in the same state, whereas regions over
land that are rarely covered by hot spots have very
low average transition probabilities meaning that
the causal states change with a low probability to
many di erent follow-up patterns with di erent dy-
namics. Hence, two extremes can be found in the
-machines: Causal states encoding the dynamics
over land and in portions of the northern part of
the Atlantic are very versatile and easily change to
a large variety of other dynamics. On the contrary,
hot spots correspond to the basic patterns in re-
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gions of di erent temperature that are very stable.
These states feature very basic temporal dynam-
ics and do not exhibit unusual dynamics. As the
hot spots comprise many physical positions large
areas can be excluded from a search for extraordi-
nary events. Such masks could for example be used
in other visualization algorithms to guide the users
attention.

5.3. Delta Wing

The third data set represents the air ow around
a delta wing at low speeds with an increasing angle
of attack. Multiple vortex structures form on the
wing due to the rolling-up of the viscous shear lay-
ers that separate from the upper surface. Figure 10
shows streamsurfaces indicating the vortices on top
of the wing. At a steep angle of attack, the two cen-
tral vortices collapse in the recirculating bubbles as
illustrated in this image. The unstructured data set
was resampled on a 292 x 224 x 75 Cartesian grid (
5 million positions per time-step). For our analysis
we chose 20 time-steps!( 100 million positions
in analyzed data set) of the norm of the velocity.
We chose the time-frame such that it comprises the
evolution of the recirculating bubbles. We also in-
corporated additional time steps before the recir-
culating bubbles occur into the analysis but found
that the machine does not change, only fewer causal
states are used in these early time steps. Hence, we
concentrated on the more dynamic part of the sim-
ulation.

Figure 11(b) shows the corresponding -machine
of the delta wing simulation. Physical regions cor-
responding to colored subsets of the machine are
highlighted in Figure 11(a)). For each node we
only show the outgoing edges that hold a transi-
tion probability 0.1 (normalized for each node
separately). The threshold can be used to highlight
structures one is interested in. In our example, we
want to detect stable structures and therefore re-
stricted the visualization to transitions that occur
with a minimal probability of 10%. The threshold
can be changed interactively and the user can eas-
ily investigate the in uence of this parameter. The
resulting -machine consists of three major groups.
The graph structure on the left features the sta-
ble transitions in the simulation. The lump on the
right mainly consists of stable causal states, i.e.,
they hardly change into another one. The smaller
structures do not have a strong link to the remain-
der. Color coding the nodes of the graph provides
additional information. Figure 11(c) indicates how



Figure 10: Relevant structures in the delta wing data set:
Streamsurfaces indicating the six vortices above the wing.

many physical positions belong to a causal state and
Figure 11(d) visualizes the LSC. Thus, the user can
nd substructures that rarely occur and are very
unique in the context of the simulation.

6. Discussions and Conclusions

Using -machines to visualize CFD simulations
aims at a new type of visualization. The main fo-
cus is not on the (semi-)automatic extraction and
visualization of relevant structures given prede ned
descriptions, but on an alternative compressed rep-
resentation of the data set that allows for a dif-
ferent way of investigating structures and phenom-
ena.
in the data to the essential and highlight extraor-
dinary phenomena. Now the user can interactively

select subsets of the graph and visualize the corre-
sponding physical positions. The reverse approach
If the user found some-

is implemented as well.
thing relevant in the data set using other tech-
niques like streamlines, vortex detection, or topol-

-machines compress the information present

(a) Corresponding positions

-Machine with corresponding brushed regions

(b)

(c) nPositions per state

ogy, these structures can be selected in the physical

representation and corresponding causal states in

the -machine are highlighted. This approach al-

lows for the analysis, how certain phenomena arose

by tracking their temporal evolution in the graph.
The benet that we hope to provide with our

visualization is that the user can detect and un-

derstand temporal correlations more easily, that

the highly compressed representation gives a better

overview of the entire data set, and that it provides

an interface to store knowledge the user has gained

about the data.

(d) LSC

Figure 11: Delta-wing: (a) Delta-wing with its major vor-
tices (bottom) and isosurfaces of the brushed regions in Fig .
11(b). (b-d) Corresponding -Machine color coded using (b)
brushing, (c) the number of elements per causal state and
12 (d) the local statistical complexity of each causal state.
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